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A B S T R A C T

The pursuit of novel mechanical metamaterials faces a core dilemma. While introducing architectural disorder 
unlocks unprecedented design space, it jeopardizes the structural connectivity essential for mechanical integrity. 
We introduce a data-driven framework to resolve this critical trade-off in programming nonlinear responses. Our 
approach pairs a generative autoregressive model for inverse design with a surrogate model for rapid forward 
prediction. The autoregressive model learns implicit connectivity rules from data to sequentially build valid 
structures targeting specific performances. We demonstrate that this method successfully designs disordered 
metamaterials with target nonlinear properties on demand. Analysis of the model’s internal mechanism reveals 
its learned strategies for maintaining connectivity, highlighting a critical yet controllable trade-off between 
performance and connectivity. The framework exhibits strong interpolation and extrapolation capabilities, 
generating novel designs that outperform those in the training set. By providing a powerful and generalizable 
design tool, this work establishes a pathway to reliably meet complex functional requirements with disordered 
metamaterials, moving them from conceptual appeal toward practical viability.

1. Introduction

Mechanical metamaterials have redefined the boundaries of mate
rials science by enabling unprecedented performance derived from their 
structural architecture rather than the constituent materials [1–4]. 
Consequently, inverse design strategies have become indispensable tools 
to identify specific global architectures that yield tailored mechanical 
performance [5–10]. While foundational research primarily focuses on 
periodic architectures [11–15], recent TPMS-based hybrid designs [16] 
and bi-material lattice strategies [17] demonstrate how geometric 
tailoring and material heterogeneity within periodic frameworks 
enhance thermo-mechanical performance. Nevertheless, relaxing strict 
periodic constraints further enlarges the design space and enables a 
broader spectrum of achievable nonlinear mechanical responses [18,
19]. This is particularly evident when complex nonlinear responses such 
as buckling [20] and self-contact [21] are required for advanced func
tionalities such as soft robotics [22–24] and impact energy absorption 
[25]. To expand the design space and enable the programming of these 
specific deformation paths, architectures have evolved toward disor
dered configurations realized by assembling mixed unit cells [26–28].

To physically realize these disordered configurations, algorithmic 
strategies such as the Virtual Growth Algorithm (VGA) have emerged to 
establish the geometric foundation [29,30]. By stochastically assem
bling unit cells subject to strict local compatibility rules, these methods 
inherently guarantee connectivity and generate valid geometric do
mains [29]. However, acting primarily as modeling tools, identifying a 
specific architecture that matches a target mechanical performance re
mains a formidable challenge. The immense discrete design space, 
coupled with the high cost of iterative nonlinear finite element simu
lations, renders combinatorial search and traditional optimization 
computationally prohibitive for these complex systems [31,32].

Data-driven approaches have subsequently emerged as a necessary 
alternative to overcome these computational bottlenecks [33–46]. 
Recent advancements have demonstrated the efficacy of these methods 
in optimizing B-spline honeycombs for energy absorption, designing 
lattice metamaterials with customized stress-strain responses, and 
orchestrating the forward prediction and inverse design of 4D printed 
hierarchical architectures with arbitrary shapes [47–52]. This creates a 
hierarchical requirement for an efficient design framework. First, a 
high-speed surrogate model is needed to replace expensive simulations 
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for forward prediction, providing the massive dataset required to train 
the inverse model [53–55]. Second, and more critically, this generative 
model is required to execute the inverse mapping, directly predicting 
structural configurations from desired performance targets [56,57]. This 
enhanced mapping capability effectively unlocks the exploration of 
disordered architectures allowing for the rapid evaluation required by 
inverse design frameworks.

Yet, a fundamental connectivity problem arises, when integrating 
deep learning with disordered assembly. While algorithms like the VGA 
inherently ensure connectivity during data generation [29], standard 
generative models typically treat structures as pixels or probability 
vectors. For instance, Xiang et al. employed deep learning for 
multi-material unit cells but did not effectively resolve the topological 
mismatches arising from mixing diverse geometric units [58]. Similarly, 
Zhou et al. introduced a probabilistic method for growth-inspired ma
terials, yet their implementation lacked the sequential conditioning 
required to strictly enforce local compatibility [59]. This disregard for 
local positional constraints results in frequent geometric violations, 
indicating that the connectivity problem remains a critical hurdle for 
generative methods.

Current research addressing this challenge reveals a clear divide 
between iterative optimization strategies and end-to-end generative 
methods. One stream utilizes iterative strategies based on rule-based 
algorithms or tiling optimizations to ensure connectivity. For instance, 
Wang et al. assembled disordered metamaterials via database-driven 
tiling [31,60], while Jia et al. integrated the VGA into an inverse opti
mization framework [61,62]. However, these combinatorial methods 
often struggle to efficiently navigate the high-dimensional landscape 
associated with complex nonlinear targets, restricting their ability to 
find optimal solutions beyond local minima [63]. The other stream le
verages advanced deep learning to capture sophisticated nonlinear re
sponses. For example, Bastek et al. employed video diffusion models to 
successfully predict complex behaviors like buckling and self-contact 
[64]. Yet, such data-driven approaches either remain confined to peri
odic architectures or fail to resolve the connectivity problem in disor
dered assemblies [65–67]. This highlights a distinct division: iterative 
strategies guarantee connectivity but lack efficiency for nonlinear 
design, while current generative models offer efficiency but struggle to 
ensure the connectivity of disordered configurations.

Addressing this gap requires reconciling the global target for 
nonlinear response with the local imperative of geometric connectivity. 
The emergence of autoregressive paradigms offers a promising strategy 
for mechanical design by framing construction as a sequential decision- 
making process, where each choice is conditioned on both performance 
targets and prior actions [68–73]. For instance, Buehler et al. applied 
Large Language Models (LLMs) to text-based design [74–76], while 
Zhang et al. utilized this approach to ensure connectivity in porous 
materials [77]. Similarly, Maurizi et al. used Reinforcement Learning 
(RL) to progressively construct trusses with target nonlinear responses 
[78]. However, while graph-based connectivity depends on simple 
node-edge relationships, mixed unit cell assembly involves complex 
multi-directional compatibility constraints that are harder to enforce. 
Consequently, applying this paradigm to the strict connectivity 

constraints of disordered metamaterials composed of mixed unit cells 
has yet to be fully established.

To clearly position our work within the existing landscape, Table 1
summarizes the key differences between the proposed autoregressive 
framework and other prevailing inverse design paradigms.

To overcome the limitations outlined above, we present a data- 
driven inverse design framework that addresses the established hierar
chical requirements, as shown in Fig. 1. We model inverse design as a 
conditional sequence generation task. To resolve the connectivity 
problem within the inverse mapping, we employ a generative Autore
gressive (AR) model that takes the target nonlinear response as a prompt 
to progressively predict the next unit cell, thereby inherently satisfying 
the connectivity. Simultaneously, to eliminate the computational 
bottleneck of forward prediction, a Fourier Neural Operator (FNO) is 
integrated as a high-speed surrogate model. This approach allows for 
efficient mapping of the design space and establishes a robust pathway 
for the on-demand design of disordered nonlinear metamaterials.

The remainder of the paper is organized as follows. Section 2 details 
our methodology, from data generation to the model architectures for 
forward prediction and inverse design. Section 3 presents the results, 
analyzing the inverse model’s decision process, performance trade-offs, 
and overall interpolation and extrapolation capabilities. Section 4 con
cludes the paper with a summary and discussion of future work.

2. Methodology

2.1. Metamaterial structure generation via virtual growth algorithm

To build a diverse dataset for nonlinear inverse design, we employ 
the VGA [29]. This method is particularly suited for this task as it 
directly addresses the connectivity challenge by constructing structures 
based on a set of predefined connectivity rules, guaranteeing a collection 
of disordered but internally coherent metamaterials.

A candidate unit cell library is established, as shown in Fig. 2a. This 
library not only contains typical configurations with unique mechanical 
properties such as Chiral, Star, Re-entrant, Bowtie, and Diamond units, 
but also further broadens the design space by introducing their rota
tional variants. The unit cell library, assembled from these building 
blocks, covers a wide range of Poisson’s ratios and provides the neces
sary structural diversity foundation for achieving complex and varied 
nonlinear responses. To allow these discrete geometric configurations to 
be processed by deep learning models, one-hot encoding is applied to 
every unique unit cell.

The selection of the unit cell library rests on four criteria: manufac
turability, topological compatibility, mechanical substitutability, and 
the expansion of the design space. First, to ensure physical feasibility 
and mechanical robustness, we intentionally exclude geometries with 
excessively thin struts or acute angles. This ensures that any 
connectivity-valid assembly satisfies fabrication requirements. Second, 
the library prioritizes connectivity by covering diverse interface types, 
including node-edge, short-edge, and long-edge connections, which 
supports the assembly of disordered configurations. Third, the library 
provides mechanical redundancy by including distinct geometries that 

Table 1 
Comparison of the proposed framework with existing inverse design paradigms.

Design paradigm Representative methods Generation mode Connectivity guarantee Design efficiency

Periodic metamaterials
Deep learning GAN, Diffusion One-shot (Pixel-based) Low (Pixel/Probabilistic) High (Direct inference)
Reinforcement learning (RL) Graph-based RL Sequential (Action- 

based)
Medium (Reward penalty) Medium (Training intensive)

Disordered metamaterials
Optimization VGA-based optimization, topology optimization Iterative (Trial-and-error) High (Hard-coded rules) Low (Repeated simulations)
Deep learning (Regression) cVAE One-shot (Pixel-based) Low (Independent pixel) High (Direct inference)
Deep learning (Classification) MLP One-shot (Vector-based) Low (Independent vector) High (Direct inference)
Proposed AR model Transformer-based AR (Ours) Sequential (Token-based) High (Implicitly learned rules) High (Autoregressive inference)
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yield similar stiffness properties. This characteristic allows the inverse 
model to identify functionally equivalent solutions, verifying that it 
learns underlying mechanical rules rather than rigid geometric map
pings. Finally, the inclusion of units with varying deformation mecha
nisms, such as buckling and self-contact, ensures a broad range of 
achievable nonlinear responses.

The application of VGA depends on a set of strict connectivity rules 
which ensure the geometric compatibility between unit cells. Three 
types of valid connections are defined: node-edge connectivity, short- 
edge connectivity, and long-edge connectivity, strictly prohibiting the 
appearance of any irrational connectivity.

The specific growth process is displayed in Fig. 2b and proceeds 
iteratively on a 10 by 10 grid. The process begins with a random initial 
unit cell selection. Afterward, the algorithm will select the position with 
the minimum node entropy in the current grid to fill at each step. 
Minimum node entropy means that the position has the fewest valid 
choices and the strongest constraints. By selecting the solution of the 
current constrained node in order, the algorithm can generate a fully 
connected structure until the entire grid is filled. VGA also includes a 
backtracking mechanism. If a node’s placement probability converges to 
zero, the algorithm executes iterative step retractions to reselect options.

2.2. Finite element analysis, mesh sensitivity, and quasi-static validation

It should be pointed out that the proposed framework is evaluated 
using finite element analysis as the numerical ground truth. These 
simulation models are based on verified hyperelastic constitutive laws 
and mesh convergence studies. This strategy validates the capability of 
the model to meet complex functional requirements before physical 
implementation.

The FE model setup is shown in Fig. 3a. An automated script is used 
to generate two-dimensional solids models from the VGA microstruc
tures, resulting in a model size of 1000 mm by 1000 mm with plane 
strain condition applied. The top and bottom boundaries are kinemati
cally coupled to two reference points. The lower reference point is fixed 
to prevent all displacement and rotation, while the upper reference point 
is subjected to a prescribed downward displacement of 450 mm. This 
displacement is applied smoothly using an amplitude curve. The 

structures are meshed mainly with CPE4R. A global mesh size of 2.0 mm 
is used. To handle the large deformations, a general contact is defined to 
account for self-contact within the structure. The tangential behavior is 
modeled using a penalty formulation with a friction coefficient of 0.8. 
From the top reference point, the y-direction reaction force history is 
obtained to generate the nonlinear force-displacement curve charac
terizing the compressive response. To capture the geometric nonline
arity and represent the behavior of common rubber-like materials, we 
adopt an incompressible Mooney-Rivlin hyperelastic constitutive model. 
The corresponding strain energy density function is defined as: 

W = C10(I1 − 3) + C01(I2 − 3) (1) 

where W is the strain energy density per unit reference volume. C10 =

0.84MPa and C01 = 0.21MPa are material constants, falling within the 
typical range for rubber [79]. I1 and I2 are the first and the second 
invariant of the deviatoric component of the left Cauchy-Green defor
mation tensor. Accordingly, the volumetric term in the strain energy 
function is neglected, consistent with the assumption of perfect 
incompressibility.

To ensure the reliability of the results, a mesh sensitivity analysis is 
conducted. As shown in Fig. 3b, the force-displacement curves exhibit 
convergence upon mesh refinement, confirming that the 2.0 mm mesh 
provides sufficient accuracy. The 2.0 mm mesh size is therefore selected 
to balance computational accuracy and efficiency. The quasi-static na
ture of the simulation was verified by comparing the internal and kinetic 
energies. As shown in Fig. 3c, the internal energy remains dominantly 
higher than the kinetic energy throughout loading, confirming that in
ertial effects are negligible.

For the 10 × 10 grid configuration, it is selected to serve as a balance 
between computational efficiency with physical fidelity. This scale en
sures that the bulk mechanical behavior dominates over boundary- 
induced variations, thereby mitigating the influence of size effects on 
the global response. Furthermore, this resolution provides sufficient 
degrees of freedom to generate the diverse nonlinear buckling and 
contact behaviors required for the dataset.

The simulation setup employs finite boundary conditions with fixed 
and displacement constraints rather than periodic boundary conditions. 

Fig. 1. Overview of the data-driven framework for the autoregressive inverse design of disordered metamaterials. (a) Motivation: Addressing the connectivity 
dilemma where architectural disorder often jeopardizes structural integrity in generative design. (b) Proposed Framework: To resolve this, a framework centered on 
an autoregressive (AR) model is proposed for sequential inverse mapping, integrated with a Fourier Neural Operator (FNO) surrogate for rapid performance pre
diction. (c) Decision-Making Process: To move beyond a black-box approach, the model’s internal reasoning is analyzed. (d) Results Evaluation: Finally, the 
framework is validated through a comprehensive evaluation of its interpolation/extrapolation capabilities and the trade-off between target performance and 
structural connectivity.
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This approach inevitably introduces boundary effects near the edges. 
However, the selected 10 × 10 lattice size provides a sufficient volume 
to ensure that the bulk response dominates the overall mechanical 
behavior. While the stress state of edge unit cells differs from that of the 
central ones, the global nonlinear responses remain consistent and 
representative at this scale [80]. Moreover, the data-driven framework 
implicitly integrates these boundary conditions into the learning pro
cess. Both the models capture the mapping between the disordered ar
chitecture and its global response including the boundary constraints.

Finite element analysis provides a controlled ground truth for 
assessing the inverse design framework, especially its ability to satisfy 
strict connectivity while matching target nonlinear responses. In prac
tical realization, fabrication variability and testing uncertainty can in
fluence the measured nonlinear stiffness response, so separating 
methodological validity from physical variability remains important. 
Future work extends the current framework toward physical evaluation 
to quantify the sensitivity of the designed responses to such 

imperfections.

2.3. Forward prediction with Fourier neural operator

To evaluate the performance of the generated designs, a DL-based 
surrogate model is employed for forward prediction. A powerful para
digm is Operator Learning, which aims to learn the underlying operator 
that maps between infinite-dimensional function spaces [81–83]. As 
illustrated conceptually in Fig. 4a, two function spaces are considered, 
an input space A and an output space U, defined over a bounded domain 
D. The goal is to learn a nonlinear operator G† that maps an input 
function a from to an output function v in U. Given a set of observed 
input-output data pairs, the aim is to approximate the true operator G†

with a parameterized model Gθ. This is formulated as an optimization 
problem where we find the optimal parameters θ that minimize the 
expected value of a cost function, which measures the difference 

Fig. 2. Schematic of the VGA for generating metamaterial structures. (a) A library of candidate unit cells is established, with each unique cell encoded numerically. 
Predefined connectivity rules govern the valid connections between different cells to ensure connectivity, while prohibiting irrational connections. (b) The growth 
process begins with a random initial choice of a unit cell placed in the grid. Subsequent cells are iteratively assigned to positions with the minimal node entropy, 
representing the locations with the fewest placement options. This process is repeated until a complete 10 by 10 structure is generated.
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between the model’s prediction and the ground-truth output. The pro
cess is expressed as follows: 

minE[C(Gθ(a),G†(a))] (2) 

The construction of Gθ can be realized through deep learning tech
niques. Among various methods, the neural operator framework is 
formulated as an iterative architecture, where each iteration updates the 
hidden representation vt+1 as follows: 

vt+1(x) = σ(Wtvt(x)+ (K(a;ϕ)vt)(x)) (3) 

where the process starts with an initial representation v0(x) = P(a), here 
P is a lifting operator. Each subsequent layer consists of a local linear 
transformation performed by a neural network Wt and a global integral 
operator K. σ is a nonlinear activation function. The final output is ob
tained by projecting the last layer’s representation u(x) = Q(vt+1), 
where Q is the projection operator.

In the intermediate iterative process, two key operators are used: a 

linear local transformation Wt , and an integral operator K defined as: 

(K(a;ϕt)vt)(x) :=
∫

D
k(x, y, a(x), a(y);ϕt)vt(y)dy (4) 

where the kernel function k is parameterized by a set of learnable pa
rameters ϕt , which can be realized with a neural network. The final 
solution u is obtained through a projection operator Q, which is typically 
realized with a neural network.

Specifically, the FNO is employed as an advanced surrogate model, 
which can provide fast and accurate performance evaluations [83,84]. 
The FNO obtains a specialized integral formula by imposing translation 
invariance on the kernel function and eliminating the dependency on a: 

(K(a;ϕt)vt)(x) =
∫

D
kϕt (x − y)vt(y)dy (5) 

By applying the convolution theorem, the integral calculation can be 
simplified. Let F denote the Fourier transform operator acting on the 

Fig. 3. Schematic of FE setup. (a) The FE simulation model setup, showing the metamaterial structure with applied displacement loading and fixed boundary 
conditions. (b) Mesh convergence study, showing that the force-displacement results are consistent across different mesh sizes. (c) Energy history plot, indicating a 
quasi-static loading condition, as the kinetic energy is negligible compared to the internal energy.

Fig. 4. Architecture of the FNO as the forward prediction surrogate model. (a) A conceptual schematic of Operator Learning, where it learns an operator G that maps 
A function a from the input space to a function U in the output space. (b) The detailed FNO architecture implemented in this work. The input metamaterial structure 
is first lifted to a high-dimensional representation by an encoder P. This representation is then processed through a series of Fourier layers, which efficiently learn the 
system’s global features in the frequency domain. Finally, a decoder Q projects the data back to the target space to yield the predicted nonlinear response curve.
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function v, and F− 1 be its inverse transform. Let Rt := F
(
kϕt

)
denote the 

Fourier transform of the kernel, then we can obtain: 

(K(a;ϕt)vt)(x) = F− 1(Rt⋅F(vt))(x) (6) 

As shown in Fig. 4b, in this work, the input two-dimensional meta
material structure is treated as a function defined over a spatial domain, 
and the resulting nonlinear response curve as a target output function v. 
The architecture of the FNO consists of three main components. The 
process for each Fourier layer is expressed as: 

vt+1(x) = σ
(
Wtvt(x)+ F− 1(Rt⋅F(vt))(x)

)
(7) 

where the overall architecture is composed of an initial lifting operation 
v0(x) = P(a), followed by a series of t Fourier layers as defined in Eq.(7), 
and a final projection u(x) = Q(vt+1). The operator Wt is a linear 
transformation, often a simple linear layer with bias bt, and Rt is the 
learnable weight tensor in the Fourier domain for layer t.

2.4. Inverse design with autoregressive model

Our token-based AR model directly echoes the step-by-step, proba
bilistic decision-making of the VGA. While the VGA provides a foun
dation of valid geometric samples through stochastic assembly, it lacks 
the mathematical capacity to identify specific topologies that satisfy 
target mechanical requirements. The AR model serves as the inverse 
mapping operator that internalizes these geometric constraints while 
simultaneously optimizing the structural configuration to match the 
conditional prompt. At its core, an AR model operates on conditional 
probability, a process known as Causal Modeling [85]. This process can 
be formulated as: 

p(x) =
∏N

i=1
p(xi|x1, ..., xi− 1, c) (8) 

where the probability of the entire sequence of decisions, denoted by x, 
is calculated by multiplying all previously placed decisions (x1 to xi− 1) 
and the overall condition c. This formulation ensures that the generation 
process is not a simple reproduction of connectivity but a goal-oriented 
search within the valid design space.

As shown in Fig. 5a, during the generation phase, the AR model takes 
a condition and makes a decision for the current step based on all the 
steps that came before it. To prepare the inputs, the target nonlinear 
response curve l ∈ R301is projected into the model’s hidden dimension 
dhidden ∈ R512 using a Multi-Layer Perceptron (MLP) to act as the con
ditional prompt. The generation process is initiated by a learnable start 
token of the same dimension and proceeds in a raster scan order, from 
left to right and top to bottom. This sequence is then resized into the 
final 10 by 10 structure. All input embeddings are combined with ab
solute positional encodings to provide the model with the spatial in
formation for this 2D layout.

For the detailed architecture, as shown in Fig. 5b, the implementa
tion adopts the predominant decoder-only Transformer architecture, 
given its proven effectiveness as the foundation for state-of-the-art AR 
models. This approach is chosen for its attention mechanism, which can 
be visualized as attention maps to understand how the model weighs 
different previous decisions when making a new decision, preventing 
the model from being a complete black box. Furthermore, this archi
tecture offers distinct advantages over other generative paradigms for 
this specific discrete assembly task. Unlike Diffusion models which 
operate in continuous space and struggle with strict discrete constraints, 
the Transformer natively manages categorical unit cell selection without 
post-processing. Compared to the complex reward engineering required 
in RL or the fixed-topology limitations of GNNs, the Transformer’s 
causal attention mechanism efficiently learns both local compatibility 
and global dependencies through stable supervised training.

Specifically, the model employs a Causal Multi-Head Attention 

Fig. 5. The AR model for the inverse design of disordered metamaterials. (a) The overall inverse design workflow. The model takes the target nonlinear response as a 
conditional prompt and autoregressively generates the corresponding metamaterial structure. The generation proceeds token-by-token following a raster scan order, 
initiated by a start token. (b) The architecture of the Transformer block used in the model. At each step, the Causal Multi-Head Attention mechanism ensures that the 
prediction for the next unit cell is based solely on the previously generated cells and the target prompt, thereby learning the implicit rules of structural connectivity.
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mechanism which can be formulated as follows: 

Attention(Q,K,V) = Softmax
(

QKT
̅̅̅̅̅
dk

√ +M
)

V (9) 

where Q seeks information, K is used for matching, and V is the infor
mation it provides. M is a matrix that forces the model to only pay 
attention to previous tokens in the sequence. 

̅̅̅̅̅
dk

√
improves training 

stability by preventing the dot products from becoming too large.
During the training stage, the attention mechanism allows the use of 

a method known as teacher-forcing. In this approach, we always provide 
the ground-truth encodings of unit cells from the training data as the 
input for the next step. The model is trained to minimize the Cross- 
Entropy Loss between its predicted probability distribution and the 
ground-truth distribution for each position in the sequence. The loss 
function can be formulated as: 

L = −
∑N

i=1

∑C

j=1
yi,jlog

(
pi,j

)
(10) 

where N is the sequence length, which is 100 in this case, and C is the 
number of unique unit cells. For each position i, the term yi,j represents 
the ground-truth, which is a one-hot encoding indicating the correct unit 
cell. The term pi,j is the model’s predicted probability for that same unit 
cell, generated by a softmax function over the model’s output logits.

During the inference stage, Top-P Sampling is employed to balance 
creativity and accuracy in this process. This method first sorts the po
tential unit cells by their predicted probabilities in descending order. It 
then selects the smallest possible set of top candidates whose cumulative 
probability is greater than or equal to a predefined value P, which is set 
to 0.95 in this case. Temperature acts as the primary control parameter 
for the design trade-off, while Top-P functions as a foundational stability 
filter to facilitate random sampling of the final unit cell from the reduced 
set. Top-P sampling introduces a degree of randomness during the 
inference process. This mechanism provides a library of candidate de
signs rather than a unique solution. This diversity offers flexibility in 
engineering applications where specific layout requirements may differ. 
The probability distribution itself is generated by applying a softmax 
function to the model’s output logits, which is modulated by a tem
perature parameter t. The softmax function can be formulated as: 

pi =
exp(zi/t)

∑C

j=1
exp(zi/t)

(11) 

where pi is the final probability for the i-th unit cell, zi is the logit value 
for that cell, C is the total number of unit cell classes, and t is the 
temperature.

It is imperative to note that the model is explicitly trained to learn the 
specific sequential assembly patterns inherent in the VGA. The genera
tion process avoids pre-defined masks or hard constraints intentionally, 
relying solely on the learned probability distribution to resolve con
nectivity. This strategy verifies that the autoregressive architecture 
effectively internalizes the complex geometric compatibility rules of the 
VGA data, demonstrating a sequential reasoning capability that distin
guishes it from baseline models which fail to capture these strict 
dependencies.

The autoregressive architecture accommodates varying grid resolu
tions by adjusting the sequence length to match the structural scale. 
Furthermore, the conditional embedding mechanism extends to other 
physical scenarios, such as shear loading or multi-objective targets, by 
processing these requirements as numerical input vectors. While the 
current model parameters are specific to the defined material and 
loading conditions, the framework generalizes to different constitutive 
laws through retraining on corresponding datasets without architectural 
modification.

3. Results and discussion

3.1. Visualization and characterization of the nonlinear response dataset

Fig. 6 displays the nonlinear force-displacement response curve for 
the disordered architected metamaterial under quasi-static compression. 
This behavior arises purely from geometric nonlinearities because the 
base material is hyperelastic. The entire deformation occurs within the 
elastic region without plastic yielding. Given that the focus of this study 
is on the geometric nonlinearity derived from the structural architec
ture, material damage and fracture mechanisms are not accounted for in 
the current finite element simulations. Specifically, initially the struc
ture exhibits a linear elastic response as high stiffness unit cells like Star 
or Bowtie compress. The first plateau region begins when certain slender 
members within unit cells like Chiral or Re-entrant experience elastic 
buckling. Crucially, the target nonlinear response relies on such 
controlled local instabilities. The autoregressive model implicitly learns 
to arrange slender members to trigger specific deformation modes that 
enhance energy absorption, treating local instability as a functional 
mechanism rather than a failure mode. Stiffness then increases again as 
deformation progresses and internal structural members initiate self- 
contact. Subsequent plateaus occur as other sections of the structure 
undergo similar elastic buckling events. The increasing stiffness between 
plateaus is dominated by accumulating self-contact. This sequential 
pattern of elastic buckling and self-contact creates the complex 
nonlinear curve. The specific shape is a direct result of the unique spatial 
arrangement of different unit cells within the disordered cellular 
architecture.

Following the FE simulation previously stated, a comprehensive 
dataset is generated comprising 2423 unique disordered metamaterial 
structures and their corresponding nonlinear compressive response 
curves. Notably, different training and validation sets are prepared for 
the inverse design and forward prediction tasks.

For the inverse design task, we first visualize the data distribution by 
applying Uniform Manifold Approximation and Projection (UMAP) to 
reduce the dimensionality of all response curves to only two dimensions 
[86]. A k-means algorithm is employed to group the dimensionless data 
into four clusters and identify their corresponding centroids [87]. As 
shown in Fig. 7a, a representative validation set is created by randomly 
sampling 50 curves from each cluster, totaling 200 samples. These 
samples are strictly excluded from the training set to prevent data 
leakage, ensuring that the inverse design performance is evaluated on 
completely unseen target responses. The uniform distribution of these 
validation samples within each cluster confirms that our subset is 
representative of the overall data diversity. To further validate the 
clustering, the response curves corresponding to the four cluster cen
troids are visualized in Fig. 7b. The colors of these curves correspond to 
their originating clusters. A progression is evident across these repre
sentative responses, moving from Centroid 1 to Centroid 4, there is an 
increase in the maximum reaction force. The complexity of the nonlinear 
responses, characterized by the number and magnitude of peaks and 
valleys, also progressively increases.

For the forward prediction task, the full dataset is partitioned using 
8/2 split for training and validation. The UMAP visualization in Fig. 7c 
shows that the validation samples are evenly distributed among the 
training data, showing a representative and reasonable split. Notably, 
the validation set for the forward model is constructed to contain the 
validation set for the inverse design model.

Fig. 7d provides an overview of all force-displacement curves. The 
data from the training set establishes a Training Set Bound, which defines 
the known design space and represents the theoretical performance 
limits for interpolation tasks. The dense and uniform distribution of 
curves within this bound suggests that the nonlinear response design 
space is well-covered. To evaluate the model’s extrapolation capabil
ities, response curves are also generated from periodic structures, which 
yield the minimum and maximum strength responses. These curves 
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define an Ideal Design Bound situated outside our training data, indi
cating that there is still some extrapolation potential for the design space 
beyond the training bound.

3.2. Forward prediction performance: evaluation of the FNO surrogate 
model

In this section, the forward prediction performance of the FNO is 
evaluated. The assessment is conducted from two perspectives: an 
overall statistical comparison and a detailed case-study analysis. The 
FNO is benchmarked against a conventional Unet architecture with a 

Fig. 6. Verification and analysis of FE simulation results. The progressive deformation sequence under compression. The top row shows the force-displacement 
response with key points highlighted, while the bottom row displays the corresponding von Mises stress distribution in the structure at each of these points.
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similar number of parameters [88], to show the effectiveness of the 
Operator Learning paradigm for our specific application.

To quantitatively measure the accuracy of the predictions, three 
metrics are employed: the Mean Relative Error (MRE), the coefficient of 
determination (R2), and the Normalized Root Mean Square Error 
(NRMSE). While MRE and R2 are used for the overall performance 
assessment, NRMSE serves as the main indicator for evaluating and 

ranking the case-study results. The mathematical formulations for these 
metrics are defined as follows: 

MRE =
1
n
∑n

i=1

ypred,i − ytrue,i

ytrue,i
× 100% (12) 

Fig. 7. Visualization of the datasets for forward prediction and inverse design. (a) UMAP visualization of the inverse design dataset, showing four k-means clusters. 
The dataset is split into a lowlight training set and a highlight validation set. (b) The four representative response curves of the cluster centroids. (c) UMAP visu
alization of the forward prediction dataset, showing the train/validation split. (d) The curves from the training set are shown in grey, defining the model’s known 
data distribution. The Ideal Design Bound represents a target performance space intentionally set outside of the training set to evaluate the model’s generalization 
capabilities.

Fig. 8. Overall comparison of forward prediction results between the FNO and Unet models. (a) Training and validation loss curves for FNO and Unet with a similar 
number of parameters. The FNO model shows stable convergence, whereas the Unet model shows clear signs of overfitting, as confirmed by the fitted curve of its 
validation loss. (b) A histogram comparing the distribution of MRE for both models. (c) A scatter plot comparing the coefficient of determination R² for each sample. 
The plot includes an equal performance line and a centroid representing the mean R² values. Most data points are located in the region defined as the FNO 
Advantage Area.
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R2 = 1 −

∑n
i=1

(
ypred,i − ytrue,i

)2

∑n
i=1

(
ytrue,i − ytrue

)2 (13) 

NRMSE =

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅
∑n

i− 1

(
ypred,i − ytrue,i

)2
√

̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅̅∑n
i=1y2

true,i

√ (14) 

where ytrue represents the ground-truth response curve from the FE 
simulation, ypred is the curve predicted by the surrogate model, ytrue is the 
mean of the ground-truth values, and n is the number of discrete points 
along the curve which is 301 in our case.

At the overall level, the performance of the two models is first 
assessed by examining their loss functions, as shown in Fig. 8a. The FNO 
model contains 3.1 M trainable parameters, whereas the Unet model has 
5.7 M. The Unet architecture is more susceptible to overfitting when 
training samples are limited, which results in the observed rebound in 
validation loss. Conversely, the FNO model utilizes the operator learning 
paradigm to learn the underlying mechanical response as a mapping 
between function spaces. This characteristic provides superior general
ization capabilities across diverse metamaterial configurations even 
with a small dataset. Consequently, the FNO model trains effectively and 

achieves stable convergence with a minimal gap between the final 
training and validation loss values. Next, the prediction accuracy is 
compared using the MRE, as depicted in the histogram in Fig. 8b. The 
distribution of MRE for the Unet is more dispersed, with a flatter 
Gaussian fit and a number of predictions in the tails of the distribution. 
Conversely, the MRE for the FNO is concentrated within the -10% to 
10% range, resulting in a much sharper Gaussian peak. Finally, the 
scatter plot in Fig. 8c compares R2 for each prediction from both models. 
For visual clarity, some extreme outliers from the Unet have been 
omitted from the plot. The Equal Performance Line indicates where both 
models would have identical accuracy. The vast majority of data points 
fall within the FNO advantage area, showing that FNO outperforms Unet 
on a sample-by-sample basis. To quantify this, the centroid of the entire 
data distribution is calculated, including all outliers. The centroid’s 
position reveals that the mean R2 for FNO is in the 0.95 to 1.0 range, 
while the mean R2 for Unet is in the 0.8 and 0.9 range, which further 
shows the greater predictive performance of FNO overall.

At the case-study level, the NRMSE is used as the main performance 
metric. This value quantifies the similarity between the predicted curve 
and the ground-truth curve, where a higher NRMSE indicates a larger 
discrepancy. In the plots, the shaded region, referred to as the uncertain 
area, visually represents the magnitude of this prediction error. To 
provide a comprehensive assessment, three representative cases are 

Fig. 9. Case-study comparison of forward prediction results between the FNO and Unet models. Three representative cases are selected from the test set to illustrate 
the spectrum of FNO’s prediction performance, with the corresponding Unet prediction for each case shown for comparison. (a) The best-case prediction for FNO, 
with the lowest NRMSE. (b) The median-case prediction for FNO, selected based on the median NRMSE. (c) The worst-case prediction for FNO, with the highest 
NRMSE. Legend percentages represent NRMSE values, while the shaded area shows the prediction uncertainty.
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selected from the validation set that correspond to the best, median, and 
worst NRMSE scores achieved by the FNO model. Fig. 9a displays the 
best-case prediction from the FNO model. The predicted curve aligns 
almost perfectly with the ground-truth, accurately capturing the three 
distinct local peak and valley features characteristic of this structure’s 
nonlinear response. In contrast, the Unet model, despite achieving a 
relatively low error, predicts the second valley prematurely and fails to 
capture the third valley, resulting in lower accuracy. A more typical 
result is presented in Fig. 9b, which shows the median-NRMSE case for 
the FNO. While the precision is lower than in the best case, the FNO 
successfully outlines the overall trend and the maximum force of the 
response curve. However, it incorrectly predicts the position of one 
valley and introduces an additional valley. The Unet’s performance on 
this sample is worse. The most challenging example is shown in Fig. 9c, 
representing the worst-case prediction for the FNO. Here, neither model 
accurately predicts the exponential-like nonlinear response, though the 
FNO’s prediction remains closer to the ground-truth than the Unet’s. An 
explanation for this poor performance is that the input structure closely 
resembles a periodic design. Such structures are rare in our training 
dataset of disordered metamaterials. Furthermore, the response curve’s 
maximum force exceeds the range of the training data, requiring the 
models to extrapolate beyond their learned distribution.

3.3. Capabilities of the autoregressive inverse design framework

3.3.1. Interpreting the sequential generation mechanism
Before diving into the inverse design results, it is crucial to first 

examine the model’s decision-making process. Fig. 10 illustrates how 
the model generates a structure when given a target nonlinear response. 
In Fig. 10a, the reference structure is defined as the structure whose 
simulated compressive response curve is used as the design target. It is 
important to clarify that the primary objective is to minimize the devi
ation between the generated design’s response and the target response. 
The geometry of the output structure does not need to be identical to the 
reference structure. A design is also considered successful if it produces a 

novel structure whose mechanical response still falls within an accept
able tolerance of the target.

At the macro level in Fig. 10b, the performance evaluation confirms 
the success: the design’s response closely matches the target curve with 
only minor discrepancies, resulting in a very small uncertain area. 
Simultaneously, at the micro level, the decision process has also been 
visualized at several key locations in Fig. 10b. For Token 2, the position 
requires a node-edge connectivity at the beginning of the sequence. The 
model correctly identifies that only Chiral, Re-entrant, and Diamond 
units are valid choices, assigning near-zero probability to all other op
tions. It then selects the most probable option, Re-entrant, ensuring 
connectivity from the start. Token 51 is at a critical location that in
fluences both initial load-bearing and later stiffness increase induced by 
self-contact. Furthermore, the position requires a long-edge connectiv
ity. The model again correctly identifies the three valid unit cells but 
chooses the Star. The probability distribution at Token 51 is notably 
dispersed compared to the deterministic predictions at the sequence 
boundaries. This dispersion occurs because the central region offers 
maximum topological freedom; multiple unit types, including the Star, 
Re-entrant, and Diamond, can satisfy local connectivity while providing 
valid stiffness contributions for the target response. Consequently, the 
model assigns comparable probabilities to these options, reflecting the 
existence of divergent but equally viable design paths. In contrast, as the 
sequence progresses to Token 100, the accumulation of geometric con
straints from fully defined neighbors collapses the design space. The 
Rose unit becomes the sole topological solution satisfying the strict 
boundary connectivity, which the model captures by assigning a prob
ability approaching 100% to this single valid choice.

The probability assignments originate directly from the softmax 
output of the decoder, conditioned on both the target response and the 
preceding structural sequence. The occurrence of similarly high proba
bilities for multiple unit cells reflects mechanical equivalency, where 
distinct topological forms provide comparable stiffness or deformation 
characteristics at a specific location. Consequently, the proposed 
methodology prioritizes the convergence of the global mechanical 

Fig. 10. Visualization of the decision-making process of the AR inverse design model. (a) A reference structure is shown with its corresponding target response curve. 
The plot also includes the evaluated response of the generated design, showing a strong agreement with the target. (b) The design output generated by the model. To 
illustrate the token-by-token generation, the probability distributions for the unit cell selection at the beginning (Token 2), middle (Token 51), and end (Token 100) 
of the sequence are displayed, revealing the model’s decision process at each step.
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response over the uniqueness of the geometric configuration. This 
approach inherently accommodates structural diversity, ensuring that 
while the resulting architectures may vary, their nonlinear perfor
mances consistently converge to the specified target.

To substantiate this implicit learning, the Appendix provides a 
detailed analysis of the attention mechanism. The attention maps reveal 
that the model spontaneously develops specific focus patterns on 
spatially adjacent neighbors to enforce local geometric compatibility. In 
summary, this process, combined with the attention map analysis, 
confirms that the model has learned implicit structural rules. Further
more, the model ensures mechanical robustness through data-driven 
learning. By training on FEA-validated structures, it captures the im
plicit mapping between structural layout and stress distribution. 
Consequently, generated designs inherently favor reasonable load paths, 
tending to avoid severe stress concentrations that deviate from the valid 
physical distribution.

3.3.2. Trade-off between target performance and connectivity
This section investigates a critical trade-off between achieving the 

target performance and maintaining connectivity, a balance governed 
by the temperature parameter t in the generation process. It is noted that 
although the training dataset consists of valid structures, the generative 
model must independently learn the assembly rules to maintain integrity 
during the design of new configurations. As the temperature increases, 
the model explores more diverse unit cell arrangements to match the 
target nonlinear response. This improved performance is often accom
panied by a higher incidence of connectivity errors. This relationship 
allows for the selection of a design strategy that balances structural 
integrity with the pursuit of optimal mechanical performance.

To quantitatively evaluate this trade-off, three normalized metrics 
are defined: the Connectivity Score, the Optimal Performance (OP) 
Score, and the Better-Than-Best (BTB) Score. The Connectivity Score 
measures the number of fully connected designs generated at a specific 
temperature. The OP Score counts the designs at a given temperature 
that achieve the lowest NRMSE among all designs generated across the 
entire temperature range for a single target. The BTB score counts the 
designs whose response is a closer match to the target than the best- 
matching example available in the training set. The Connectivity 
Score is an indicator of structural reliability, while the OP and BTB 
Scores serve as metrics for performance accuracy. The mathematical 
definitions are as follows: 

ConnectivityScore(t) =
|{d ∈ Dt |d is fully connected}|

|Dt |
(15) 

OPScore(t) =
|{d ∈ Dt |NRMSE(d) = mintʹ(mindʹ∈Dt́

NRMSE(dʹ))}|
|Dt |

(16) 

BTBScore(t) = |{d ∈ Dt |NRMSE(d) < NRMSE(dmatch)}|

|Dt |
(17) 

where t is the temperature, Dt is the set of all designs generated at this 
temperature, and |Dt | is its total count. The term d represents a single 
design from the set Dt . The reference design dmatch is the structure within 
the training dataset that has the lowest NRMSE to the target curve.

Fig. 11a presents a statistical analysis of how the generation tem
perature affects structural connectivity. Both excessively low tempera
tures, such as t = 0, and high temperatures, such as t > 1.75, produce a 
number of designs with connectivity problems. There is a viable range 
between t = 0.25 and t = 1.5 where the model reliably generates 
structures with few connectivity errors. Consequently, the subsequent 
performance evaluations focus exclusively on designs generated within 
these six temperature settings. The specific trade-off between connec
tivity and performance is illustrated in Fig. 11b. The radar chart reveals 
an inverse relationship. The Connectivity Score generally trends oppo
site to the OP and BTB Scores, indicating that maximizing structural 
integrity and achieving optimal performance are conflicting objectives. 
When the generation process is tuned to produce more designs with 
valid connectivity, the number of high-performance candidates de
creases. Conversely, prioritizing performance leads to a less controlled 
design process where connectivity problems become more prominent.

Fig. 11c confirms this from the NRMSE distribution. Low tempera
tures t = 0.25 produce highly concentrated, mediocre designs. As tem
perature rises, the distribution flattens, increasing variance with both 
more high-NRMSE and low-NRMSE results, with this high-reward 
exploration peaking at t = 1.25. Quantitatively, the mean NRMSE 
across the validation set remains consistent, fluctuating reasonably be
tween 8.02% and 8.71% across all temperature settings. The model 
achieves its highest precision at t = 0.5, recording a minimum NRMSE 
of 2.34%. However, the variance of the error distribution expands as the 
temperature rises; the worst-case NRMSE increases from 15.58% at the 
conservative setting of t = 0.25 to 29.82% at the more exploratory 
setting of t = 1.25.

3.3.3. Benchmarking structural connectivity against baseline models
To evaluate the capability of the generative models in maintaining 

structural integrity, a quantitative metric named the connectivity rate ζ 
is introduced. This metric represents the probability that a generated 
design satisfies all constraints required for physical feasibility. Mathe
matically, for a given set of generated structures, ζ is defined as the ratio 
of the number of fully connected samples to the total number of 
generated samples: 

Fig. 11. Analysis of the trade-off between target performance and connectivity controlled by the generation temperature. (a) A bar chart quantifies the number of 
generated samples with connectivity errors. This plot is used to identify a viable range of temperatures where the model reliably produces structurally sound designs 
with a low failure rate. (b) A radar chart illustrates how higher performance metrics, represented by the OP Score and BTB Score, are achieved at the expense of the 
Connectivity Score. (c) A three-dimensional plot displays the probability distributions of the NRMSE, also viewed as an overall performance comparison of inverse 
design results.
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ζ =
Nfc

Ntotal
(18) 

where Nfc denotes the count of structures that strictly adhere to the 
connectivity rules without any isolated unit cells, and Ntotal represents 
the total size of the generated ensemble.

To validate the superiority of the proposed framework in maintain
ing structural integrity, we compare the connectivity rate distributions 
against several baseline models as illustrated in Fig. 12a. The Trans
former model achieves a mean connectivity rate approaching 1.0 and 
outperforms all other methods. The Recurrent Neural Network (RNN) 
yields a mean rate of 0.98 but suffers from the vanishing gradient 
problem which limits its ability to capture long-term dependencies in 
complex sequences. The non-autoregressive models including Genera
tive Adversarial Networks (GAN), Conditional Variational Autoencoders 
(cVAE), and Multi-Layer Perceptrons (MLP) exhibit inferior perfor
mance with mean rates of 0.91, 0.87, and 0.81 respectively.

Beyond the comparison with baselines, we further investigate the 
internal mechanisms of the Transformer by analyzing the impact of 
sampling temperature on connectivity stability. As shown in Fig. 12b, 
lower temperature settings consistently yield connectivity rates near 
1.0. An increase in temperature flattens the probability distribution to 
facilitate exploration, which introduces a trade-off between structural 
diversity and connectivity adherence.

To specifically evaluate the severity of connectivity violations, we 
analyze the variations of mean, median, and worst-case connectivity 
rates as presented in Fig. 12c. The data reveals that the median con
nectivity remains consistently at the perfect level of 1.0 across the viable 
temperature range, confirming that the vast majority of generated de
signs are fully connected. Although the worst-case connectivity exhibits 
fluctuations and a downward trend at higher temperatures, these valid 
but imperfect designs represent rare outliers in the long tail of the dis
tribution rather than a systemic failure. This analysis demonstrates that 
the model is robust against severe connectivity violations and that iso
lated defects can be effectively mitigated by selecting an appropriate 
temperature range.

3.3.4. In-distribution performance for inverse design
In this section, an interpolation case-study of the data-driven design 

framework’s performance on the validation set is now presented. 
Representative best, median, and worst-case results are still selected to 
evaluate the model’s capabilities. To quantitatively evaluate the fidelity 
of the inverse design, we employ the NRMSE between the target 
response and the simulated response of the generated structure.

First, the globally optimal design result is shown in Fig. 13a. Struc
turally, the optimal design output is highly similar to the reference 

structure in its unit cell composition and arrangement, differing only by 
the inclusion of several Rose units at its base. The corresponding 
response curve shows exceptional performance, achieving a low NRMSE 
of 2.34%. It accurately captures the peaks and valleys of the target 
response and matches the maximum force almost perfectly. Further
more, this design’s performance exceeds that of the best-matching 
sample from the training set, proving the AR model’s interpolation ca
pabilities. The FNO prediction for this structure is also within an 
acceptable range of accuracy.

Next, Fig. 13b shows a median-case, which we use to illustrate the 
protocol for handling flawed connectivity generations. The phenomenon 
where a design with connectivity defects achieves a lower NRMSE arises 
because the global force-displacement response acts as an integral 
property, which tolerates minor local inconsistencies. However, such 
defects introduce local stress concentrations that render the structure 
physically inviable for practical engineering. Consequently, the pro
posed framework prioritizes structural integrity over marginal gains in 
curve-fitting accuracy. The selection of the fully connected, albeit sub
optimal, design in Fig. 13b represents a deliberate trade-off to ensure the 
connectivity, resulting in a slightly higher NRMSE of 4.33% compared to 
the disconnected optimal solution. To further mitigate the occurrence of 
such defects, the current framework utilizes batch sampling to generate 
a pool of candidates, ensuring the availability of valid solutions. Future 
iterations plan to integrate beam search algorithms to actively identify 
and correct topological violations during the sequence generation 
process.

Finally, the most challenging case is presented in Fig. 13c. The worst 
design output of this case exposes an inherent limitation of the AR 
paradigm: error accumulation. The performance of the design is char
acterized by a sudden drop in stiffness, indicating large scale buckling. 
This failure is a direct result of poor decisions made early in the gen
eration process. The model places weak unit cells in the upper rows, 
which then constrains all subsequent choices. Because an AR model 
generates sequentially, with each step conditioned on all previous ones, 
an initial mistake can trigger a cascade of compromised decisions. The 
model is forced to make increasingly poor choices to satisfy local con
nectivity rules, leading to a deviation from the global performance 
target with an NRMSE of 25.97%. The inherent phenomenon of error 
accumulation in autoregressive generation can be mitigated through the 
introduction of additional inference strategies. Future work can inte
grate established Beam Search or Re-ranking techniques to optimize the 
design output. These methods allow the model to explore multiple 
candidate paths during the generation process, correcting early subop
timal decisions by evaluating their impact on the global performance.

Fig. 12. Quantitative assessment of structural connectivity. (a) Comparison of the connectivity rate ζdistributions between the proposed Transformer model and 
baseline models, including RNN, GAN, cVAE, and MLP. (b) The distribution of connectivity rates for the Transformer model across varying sampling temperatures 
ranging from 0 to 3. (c) The variation of mean, median, and worst-case connectivity rates as a function of the sampling temperature.

D. Zhao et al.                                                                                                                                                                                                                                    Thin-Walled Structures 225 (2026) 114793 

13 



3.3.5. Out-of-distribution performance for inverse design
Following the in-distribution analysis, an extrapolation case-study of 

the data-driven design framework’s performance on the validation set is 
now presented, by using responses generated from purely periodic 
structures. The evaluation follows the same best, median, and worst-case 
format. Periodic structures present a challenge, as their responses can 
differ greatly from the disordered metamaterials in the training set.

To quantify the degree of extrapolation, we calculate the NRMSE 
between each target response and its nearest neighbor within the 
training set. This metric represents the distance of a design target from 
the known training distribution. While the validation set for in- 
distribution tasks shows an average distance of 4.23%, the targets 
derived from periodic structures exhibit larger deviations, with dis
tances ranging up to 40.04%. This quantitative gap confirms that these 
targets lie beyond the training bound.

Starting with the best-case result, an upper-bound extrapolation test, 
is shown in Fig. 14a. The target response for this case exhibits a nearest- 
neighbor distance of 31.55%, indicating a substantial shift from the 
disordered training data. Despite this distributional gap, the optimal 

design perfectly reproduces the periodic reference structure. This suc
cessful outcome demonstrates the model’s powerful ability to extrapo
late toward high-performance targets.

The median-case is shown in Fig. 14b, which acts as an extrapolation 
test in the structural domain but an interpolation test in the performance 
domain. Quantitatively, the target response exhibits a nearest-neighbor 
distance of 5.31% relative to the training set, which is comparable to the 
in-distribution baseline of 4.23%. This metric confirms that the perfor
mance requirement remains within the effective interpolation range of 
the model, explaining the accurate prediction. The optimal design pro
duces a disordered structure to achieve a similar response.

Conversely, the worst-case result represents a lower-bound extrap
olation test, as shown in Fig. 14c. Both the optimal and suboptimal 
designs exhibit errors, erroneously incorporating high-stiffness cells 
instead of consistently utilizing low-stiffness units. Quantitatively, the 
target yields a nearest-neighbor distance of 30.00%, confirming that it 
lies far beyond the training distribution. However, unlike the successful 
upper-bound extrapolation which had a similar distance, this case fails 
due to the specific nature of the target. The response approaches a near- 

Fig. 13. Case-study of inverse design interpolation performance for optimal, median, and worst cases. (a) The globally optimal case, which achieved the lowest 
NRMSE in the validation set, is presented with both its optimal and suboptimal designs. (b) A median-NRMSE case is specifically chosen to show a strategy for 
handling generation flaws. Here, the optimal design contains a highlighted connectivity error. (c) The worst-NRMSE case is shown with its optimal and worst design 
results to show the performance range on a challenging target. Legend percentages represent NRMSE values, while the shaded area shows the deviation between the 
evaluated design response and the target response.
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zero stiffness condition, a physical extreme that is virtually absent from 
the training dataset. Consequently, the model lacks the learned patterns 
to approximate such negligible load-bearing behaviors and fails to 
extrapolate toward this lower performance boundary. Future work must 
address this bias by introducing training samples that cover these 
extreme mechanical properties.

4. Concluding remarks

This study presents a data-driven framework for the inverse design of 
disordered metamaterials with tailored nonlinear responses. At its core, 
a generative AR model is seamlessly integrated with a FNO as a fast 
surrogate model. The AR model’s causal, sequential generation process 
inherently overcomes the critical challenge of structural connectivity. 
Our framework resolves the dual problem of guaranteeing connectivity 
while achieving target nonlinear performance. The main contributions 
of this work are threefold: 

1. An autoregressive inverse design ensuring structural connectivity. 
We introduce an AR model that overcomes the connectivity chal
lenge by learning implicit rules from data. It sequentially generates 
structurally valid disordered metamaterials while approaching the 
target response.

2. Quantifying the trade-off between performance and connectivity. 
Our work reveals the intrinsic relationship between achieving target 

performance and maintaining structural connectivity, providing 
designers with direct control over this balance during the inverse 
design process.

3. An efficient data-driven framework for on-demand design. Our 
framework integrates the AR inverse model and the FNO surrogate 
into a closed loop, predicting the performance for disordered meta
materials that meet target nonlinear performance, thereby achieving 
high design efficiency.

Moving forward, this work opens compelling research avenues. This 
autoregressive framework establishes a foundation for several research 
trajectories. Integrating the sequential logic of transformer architectures 
with the generative capacity of diffusion models represents an imme
diate extension to enhance morphological diversity while ensuring 
structural connectivity. This paradigm further enables multi-modal co- 
design where structural geometry and material properties are optimized 
simultaneously through unified sequence modeling. These integrated 
methodologies facilitate the autonomous design of complex disordered 
systems with target performance for advanced engineering applications.
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Appendix

1. Analysis of attention maps

To gain deeper insight into the model’s decision-making process, heatmaps are visualized from different attention heads during the generation of 
the same design output described above. During the generation of each unit cell, the model refers to the target nonlinear response curve and the 
structural history. Sequential generation in this framework is not equivalent to local reasoning. Every local decision is made under the constraints of 
the global context. As a Causal Multi-head Attention mechanism is employed, the resulting heatmaps have a lower triangular shape. The vertical axis 
represents the Query (Q) from the current token being generated, while the horizontal axis represents the Key (K) from all previous tokens, including 
the initial condition. A high attention score indicates that the model heavily weighs the information from a previous token when making its current 
decision.

The analysis reveals five distinct attention patterns, which represent different reasoning strategies learned by the model. The first pattern is a long- 
range strategy shown in Fig. A1a. Here, each token attends to previous tokens within the same vertical column. This suggests the model is focusing on 
rules related to vertical connectivity between unit cells. The second pattern is a global strategy shown in Fig. A1b. The first column of the heatmap is 
intensely activated, showing that nearly every token generation step strongly attends to the initial performance target. This shows that the entire 
design process is guided by the conditional input. The third pattern illustrates a local strategy shown in Fig. A1c. High attention scores are 
concentrated along the main diagonal. This indicates that each decision is primarily influenced by the few tokens generated immediately before it, 
likely to ensure horizontal connectivity within a row. The fourth pattern is also a long-range strategy shown in Fig. A1d. At the beginning of each new 
row, which occurs every ten tokens, the model focuses intensely on the tokens of the very first row. This shows the model has learned that the layout of 
the first row critically constrains the vertical connectivity for the entire structure. The fifth pattern is a hybrid strategy shown in Fig. A1e. This 
attention head combines local, global and long-range patterns.

To establish a rigorous baseline for the quantitative attention analysis, we define a uniform causal prior over the structure-to-structure history. Let 
N denote the number of structural tokens and let i ∈ {0,…,N − 1} denote the query index in raster order. The valid keys for query i are {0,…,i}, so the 
uniform baseline weight is: 

wi→j =
1

i + 1
, j ≤ i. (19) 

We report the global baseline as the mean over all queries: 

w =
1
N

∑N− 1

i=0

1
i + 1

(20) 

For spatial-neighbor baselines on a grid of width W, the left-neighbor queries satisfyi mod W ∕= 0and the top-neighbor queries satisfy i ≥ W. The 
baselines are: 

wleft =
1

|Sleft|

∑

i∈Sleft

1
i + 1

, wup =
1

|Sup|

∑

i∈Sup

1
i + 1

(21) 

where Sleft = {i|i mod W ∕= 0}and Sup = {i|i ≥ W}.
To provide a quantitative basis for these visual patterns, we analyze the attention distribution to explicitly link the model’s focus with mechanical 

targets and physical connectivity constraints. We extract the raw attention matrices from the inference phase and decouple the contributions of the 
conditional prompt from the structure-to-structure causal history through selective masking and renormalization. regarding mechanical character
istics, we compute the average attention weight assigned to the conditional prompt token across all structural tokens. While the global mean score 
across all layers and heads is 0.074, the distribution exhibits specialization. Specifically, head 5 in layer 0 yields a score of 0.89, representing a 12.0- 
fold increase over the global average. Regarding physical connectivity, we isolate structure-to-structure attention by masking the conditional and start 
tokens to re-normalize the weights. We then compare the attention allocated to spatial neighbors against a baseline uniform distribution over the 
causal history. Under the uniform assumption, the expected probabilities for the immediate left and top neighbors are 4.35% and 2.51%, respectively. 
In contrast, the model exhibits average observed probabilities of 6.09% and 3.22% for these positions, corresponding to elevation factors of 1.40 and 
1.28 relative to the baseline. 
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Fig. A1. Visualization of the attention maps learned by the AR model. The attention maps reveal the model’s reasoning by showing the influence of previous tokens 
on the generation of the current one. We identify several distinct strategies: a local strategy (c), which prioritizes adjacent unit cells to maintain connectivity; a global 
strategy (b), which constantly references the target performance condition; and long-range strategies (a, d), which capture initial-sequence dependencies. And the 
model also employs a hybrid strategy (e), integrating local, global and long-range information.

2. Performance evaluation across different generation temperatures

Fig. A2 displays the design results, including the performance predicted by the FNO and the best matching curve from the training set. For any 
design, the primary goal is to minimize the NRMSE between its actual simulated performance, the Design eval, and the Target response. The FNO’s 
prediction, or Fwd. eval, serves as a rapid performance estimate within the design loop. The accuracy of the FNO itself is judged by the closeness 
between the Fwd. eval and Design eval curves. A large deviation of both curves from the target indicates a limitation of the inverse design at that 
temperature, not necessarily a failure of the forward model.

The influence of the temperature parameter t is now analyzed. At the lowest viable temperature of t = 0.25, the model’s choices are conservative, 
resulting in a design output that is highly repetitive and approaches a periodic structure. This occurs because low temperatures limit exploration, 
causing the model to repeatedly select the safest, most probable unit cells. As the temperature increases to t = 0.5, the design output exhibits greater 
disorder and structural diversity. This leads to the globally best performance, as the design accurately captures the target’s peaks and valleys with 
minimal error. Its performance even surpasses that of the best match from the training set. We define this result as the optimal design. A further 
increase to t = 0.75 results in a performance deviation. The model incorrectly places Chiral unit cells in a critical load-bearing position. While Chiral 
units can be effective, they are also prone to in-plane buckling, which causes a sharp drop in stiffness and maximum force. This failure produces the 
highest NRMSE among all temperatures, and we therefore define it as the worst design. When the temperature is set to t = 1, the performance im
proves again. The resulting design output has the second-lowest NRMSE, defined as the suboptimal design. The final two cases at t = 1.25 and t = 1.5 
show considerable performance errors but do not exhibit the catastrophic stiffness collapse seen in the worst design. Notably, all six designs presented 
in this study maintain perfect connectivity, confirming the model’s ability to adhere to the connectivity constraint while exploring the design space.

To quantify the topological deviation of the generated designs from the reference structure, a structural similarity metric S is introduced. This 
metric is defined as the fraction of grid positions where the generated unit cell type matches the reference unit cell type exactly. For a 10 £ 10 grid, the 
structural distance D and similarity S are calculated as: 

D =
1
N

∑N

i=1
I
(

c(i)gen ∕= c(i)ref

)
, S = 1 − D (22) 

where N = 100 is the total number of unit cells, c(i)gen and c(i)ref denote the unit cell indices at position i for the generated and reference structures, 
respectively, and I is the indicator function.

Quantitative analysis indicates that structural similarity remains low, ranging from 0.03 to 0.16, across the temperature spectrum. Notably, the 
design with optimal mechanical performance exhibits a similarity of only 0.03, representing a 97% topological difference from the reference. This 
result demonstrates that the model prioritizes the accuracy of the mechanical response over geometric replication. The framework successfully 
matches the target nonlinear curve with low NRMSE by exploiting mechanically equivalent solutions within the design space. For instance, distinct 
topologies like Re-entrant and Bowtie structures possess analogous stiffness characteristics. The model learns to substitute these equivalent units to 
construct alternative architectures that satisfy global performance requirements, thereby navigating the non-uniqueness of the structure-property 
mapping rather than memorizing specific layouts. 
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Fig. A2. Performance evaluation of inverse designs generated at various temperatures for a single target response. The figure shows six design results, (a) through (f), 
generated by the AR model using different temperature settings for the same target curve from Fig. 10. Each panel displays the generated structure (inset) and a plot 
comparing the desired goal (Target response) with three other key curves: the actual simulated performance of the generated structure (Design eval), the performance 
predicted by the forward prediction model (Fwd. eval), and the closest response available in the training set (Best match). Legend percentages represent NRMSE 
values, while the shaded area shows the deviation between the evaluated design response and the target response.

3. Baseline model comparison and training analysis

To assess the training stability and rule out overfitting given the dataset size, we conduct a comprehensive evaluation comparing the proposed 
autoregressive Transformer against standard baseline architectures, including cVAE, GAN, MLP, and RNN. The specific configurations for these 
models, including their training objectives and output modalities, are detailed in Table A1. We monitor the learning dynamics of each model by 
tracking the loss history on both the training and validation sets.

Table A1 
Summary of the model architectures used for baseline comparison.

Model Autoregressive Task Loss Output

cVAE ⨯ Reg MSE + KL Continuous
GAN ⨯ Reg MSE Continuous
MLP ⨯ Cls CE Discrete
RNN ✓ Cls CE Discrete
Transformer ✓ Cls CE Discrete

As illustrated in Fig. A3, the learning curves demonstrate distinct convergence behaviors across the different methods. The Transformer model 
exhibits a rapid decrease in loss during the initial epochs, followed by a stable convergence phase. Crucially, the validation loss maintains a tight 
alignment with the training loss throughout the entire process, with no divergence observed even after extended training epochs. This minimal 
generalization gap confirms that the Transformer effectively captures the underlying structural rules without memorizing the training data, thereby 
addressing concerns regarding potential overfitting on the dataset. In contrast, baseline models such as the MLP show a slower convergence rate and a 
more noticeable disparity between training and validation performance, further highlighting the data efficiency and robustness of the proposed 
attention-based framework for this specific inverse design task. 
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Fig. A3. Training and validation loss curves for the Transformer model and baseline models. The plots display the evolution of loss values over training epochs, 
illustrating the convergence behavior and generalization gap for each architecture.

4. Simulation, training, and inference time and device reports

All computational tasks are performed on a workstation equipped with an Intel(R) Xeon(R) Platinum 8350C CPU and an NVIDIA GeForce RTX 
4090 GPU. Table A2 summarizes the time consumption for numerical simulation, model training, and inference. The generation of a single data 
sample via FEA requires approximately 1010.8 s on average due to the complex contact and nonlinear calculations involved. In contrast, the trained 
FNO surrogate model predicts the nonlinear response curve in approximately 0.006 s per sample. This represents a speedup of roughly five orders of 
magnitude compared to the numerical simulation, reducing the cost of forward performance evaluation. For the inverse design task, the AR model 
generates a valid structural design in approximately 1.0 s. A traditional optimization approach typically requires hundreds or thousands of iterative 
FEA calls to converge to a single solution, potentially taking days. The proposed framework, once trained, bypasses these iterations and directly 
outputs the design, demonstrating improvement in computational efficiency for on-demand design tasks.

Table A2 
Computational resources and time costs for data generation, model training, and 
inference.

Category Activity Time

Simulation FEA simulation ~ 1010.8 s/ sample
Training AR training ~ 301.2 s

FNO training ~ 2752.4 s
Inference AR inference ~ 1.0 s/ sample

FNO inference ~ 0.006 s/ sample

5. Top-P sampling details and parameter analysis

The sensitivity analysis presented in Fig. A4 quantifies how the sampling hyperparameters influence the stability of the generative process. 
Reducing the Top-P threshold or the temperature restricts the candidate pool to a narrow subset of unit cells with the highest predicted probabilities. 
While this conservative sampling strategy ensures high structural connectivity by strictly adhering to the most likely local patterns, it inadvertently 
limits the morphological diversity of the generated designs. This excessive restriction prevents the model from exploring valid but less probable 
structural configurations that are essential for matching complex nonlinear responses. Conversely, increasing the Top-P threshold toward 1.0 in
corporates lower-probability tokens into the sampling pool, which introduces stochastic noise and degrades the mean connectivity rate, particularly at 
higher temperatures. Consequently, a Top-P value of 0.95 was selected for this study. This threshold effectively filters out the implausible tail of the 
probability distribution while retaining sufficient stochasticity to maintain an equilibrium between exploiting learned structural rules for validity and 
exploring the design space for diversity. 
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Fig. A4. The sampling parameters surface plot. It displays the mean connectivity rate as a function of the Top-P probability threshold and the tempera
ture parameter.

6. Quantitative analysis of mesh convergence

To verify the numerical reliability, we perform a quantitative mesh sensitivity analysis, shown in Table A 3. The model with the finest mesh size of 
1.75 mm serves as the ground truth benchmark. This configuration consists of 61,543 elements and represents the highest fidelity level in our study. 
We assess convergence based on two scalar metrics: the maximum reaction force and the total energy absorption. The results indicate that the 2.0 mm 
mesh size achieves a high degree of accuracy relative to the benchmark. Specifically, the relative error for the maximum reaction force is 0.6%. The 
deviation for the energy absorption is also limited to a maximum of 1.6% across the tested range. However, increasing the mesh size to 2.75 mm leads 
to a noticeable divergence, where the force error rises to 6.4%. Therefore, we adopt the 2.0 mm mesh for all simulations, as it effectively balances 
computational speed with sufficient numerical precision.

Table A3 
Mesh convergence analysis results.

Mesh size Element count Max force (N) Energy (J) Error force (%) Error energy (%)

1.75 61,543 43.7 8862.7 0.0 0.0
2.00 52,287 44.0 8950.9 0.6 1.0
2.25 37,208 44.7 9003.2 2.1 1.6
2.75 26,029 46.5 8956.5 6.4 1.1

7. Analysis of design space coverage ratio

To quantify the proportion of the design space covered by the dataset, we introduce a coverage ratio metric, η. Let D represent the theoretical 
design space bounded by the limit mechanical responses of the unit cell library, and R represent the envelope of the 2423 training samples. The 
coverage ratio is defined as the area of the intersection between the training envelope and the theoretical space divided by the total theoretical area: 

η =
Area(D ∩ R)

Area(D)
(23) 

The coverage situation is shown in Fig. A5. The calculated coverage ratio for the current dataset is approximately 60.4%. This indicates that the 
training data occupies the majority of the effective mechanical property space, while the remaining region represents the potential design space for the 
generative model to explore. The sufficiency of this dataset scale is validated by the extrapolation performance discussed in Section 3.3.5. The model 
successfully generates designs for periodic structures that lie at the boundaries of the design space and are absent from the training set. This capability 
to generalize to out-of-distribution targets confirms that the dataset size is sufficient for the model to learn the underlying mapping relationship 
between disordered structures and complex nonlinear mechanical responses. 
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Fig. A5. Visualization of the design space coverage by the training dataset. The region D defines the theoretical design space achievable by the unit cell library, while 
R represents the response envelope of the training set. The intersection D ∩ R indicates the in-distribution region covered by training samples, and D\R denotes the 
out-of-distribution region. The design space coverage ratio is calculated as the area of D ∩ R divided by the total area of D.

Data Availability

All data and code required to reproduce the findings of this study 
have been deposited in the GitHub repository at: https://github. 
com/dazhizhao/Autoregressive-Inverse-Design-for-Disordered 
-Metamaterials.
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